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Cardiovascular disease remains a major contributor to mortality and long-term
morbidity worldwide. For this reason, risk prediction, early detection, and decision support
have become central tasks in digital health research. Cardiovascular prediction has
developed from statistical scores to machine learning and deep learning models using
clinical data, electrocardiograms, imaging, electronic health records, and multimodal inputs.
Al agents add a system layer to this trajectory: they connect large language models,
retrieval-augmented generation, tool use, code execution, multi-agent collaboration, and
evidence tracing. Taking AgentMD, HeartAgent, and CardioAgent as representative
systems, this review examines the architecture, clinical roles, safety risks, and future
development of Al agents in cardiovascular prediction. The central argument is that Al
agents are valuable not merely because they may improve prediction metrics, but because
they can link risk calculators, deep learning models, medical knowledge bases, and clinical
workflows into prediction systems that are explainable and auditable. At the same time,
their deployment introduces prompt injection, hallucination, tool misuse, privacy leakage,
adversarial attacks, multi-agent error propagation, and accountability risks. Future research
should give more attention to lightweight reasoning, privacy-preserving implementation,
prospective validation, and human-agent evaluation.

Al agents, cardiovascular prediction, risk stratification, large language models,
multi-agent systems, medical safety, clinical decision support

The clinical burden of cardiovascular diseases is not only reflected in mortality, but also in the risks
of long-term follow-up and readmission. According to 2025 AHA statistics, heart disease and stroke
remain the leading causes of death and account for the majority of medical expenditures [1]. In
clinical practice, cardiovascular risk prediction is used for tasks such as identifying high-risk
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individuals, assisting emergency triage, supporting treatment decision-making and conducting risk
assessment.

Traditional cardiovascular prediction research includes population cohort studies and statistical
models. These models provide clinicians with simple and easily deployable risk stratification tools,
but most of them rely on limited variables, fixed time windows and preset functional forms, making
it difficult to incorporate electronic information such as health records, electrocardiogram
waveforms, imaging data and patient narratives.

Machine learning and deep learning have expanded this capability. Machine learning can capture
non-linear relationships and variable interactions in routine clinical data [2]. Weng et al. [3]
demonstrated that cardiovascular risk prediction using methods such as random forests, gradient
boosting and neural networks can achieve better discrimination performance than traditional models.
Deep learning further integrates electrocardiograms and imaging into the prediction process. These
advances indicate that cardiovascular prediction has shifted from "scoring with a small number of
variables" to "multimodal pattern recognition" [4].

1.2. Limitations of existing cardiovascular prediction and the motivation for AI agent
intervention

However, existing models still have four categories of limitations: (1) They are disconnected from
workflows, only outputting probabilities without providing action guidance; (2) A single model is
difficult to integrate multi-source information such as structured data, text, electrocardiograms and
imaging; (3) Their black-box nature undermines clinical trust; (4) Static prediction lacks active
retrieval, tool invocation and interaction capabilities.

Al agents are being introduced to address these issues. Centered on LLMs as the reasoning core,
they can perceive context, plan tasks, invoke tools, retrieve knowledge, execute actions and receive
feedback. AgentMD, HeartAgent and CardioAgent demonstrate multi-agent differential diagnosis
and integrated service ecosystems, marking the transformation of cardiovascular Al from "single-
model prediction" to "agent-based decision support".

1.3. Scope and organization of the review

To ensure systematicity, this paper uses "Al agent CVD prediction" as keywords, and mainly
retrieves relevant literature published in core journals at home and abroad in the past decade. It
should be noted that this paper focuses on the application progress of Al agents in cardiovascular
prediction models, while only briefly mentioning the basic theories and early classic models in
cardiovascular prediction without in-depth discussion. This paper first sorts out the evolution
context of cardiovascular prediction models; secondly, analyzes the role of Al agents in current
cardiovascular prediction; then discusses the controversies and deficiencies in current research, such
as security threats and defense strategies; subsequently, prospects possible future breakthrough
directions based on existing defects. Finally, the full text is summarized.

2. Technological evolution of cardiovascular prediction models

Cardiovascular prediction models have evolved from traditional prediction risk models to deep
learning. As shown in Figure 1, in the traditional statistical stage, risk factors from cohort studies
were converted into generalizable and calculable scores. For example, Framingham integrated
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multiple variables to estimate overall coronary heart disease risk [5], while SCORE assessed patient
risk with fatal events as the endpoint [6].

Weng and Ambale-Venkatesh et al. applied machine learning to cardiovascular event prediction
in the MESA study, demonstrating the improved prediction performance of machine learning in
routine and imaging data [3, 7]. Hyland et al. used machine learning for early prediction of
circulatory failure, providing a pre-intervention window for high-risk patients [8].

In the deep learning era, ECG has become the core input: Hannun et al. proved that deep neural
networks can achieve expert-level arrhythmia detection in ambulatory electrocardiograms [9]; Attia
et al. used Al-enabled ECG to screen for left ventricular systolic dysfunction, indicating that ECG
contains structural and functional information that is difficult to directly identify through traditional
manual interpretation [10].

In addition to ECG, deep learning has also expanded to retina, imaging and EHR. Poplin et al.
predicted cardiovascular risk factors from fundus photographs, demonstrating that microvascular
images can provide clues to systemic cardiovascular risk [11]. Rajkomar et al. proposed a scalable
deep learning framework for EHR, demonstrating end-to-end learning capabilities in multiple
clinical prediction tasks [12]. The advantages of deep learning include reduced manual feature
engineering, direct processing of complex inputs, and potential in multimodal fusion.
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Figure 1. Temporal evolution of cardiovascular prediction models from Framingham to deep
learning

The evolution from statistics to deep learning does not automatically solve workflow problems.
Al agents are a systematic response to this task. Agent-based prediction does not negate existing
models, but embeds them into clinical reasoning and collaboration systems—the next stage of
cardiovascular prediction is to build systems that understand when, why and how to use models [13,
14].

3. Applications of Al agents in cardiovascular prediction
3.1. Core concepts and architecture of Al agents

The agent architecture distributes complex tasks to multiple subsystems with different roles. As
shown in Figure 2, a coordinating agent is responsible for parsing intentions, splitting tasks and
integrating outputs; specialist agents are responsible for specific disease, imaging, electrocardiogram
or medication tasks; review agents are responsible for self-inspection, rebuttal and quality control;
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citation or evidence agents are responsible for retrieving and verifying supporting materials. Medical
multi-agent research has shown potential in zero-shot reasoning and medical decision-making. For
example, MDAgents explores adaptive collaborative medical decision-making [15]. Multi-agent
design is particularly suitable for cardiovascular prediction, as cardiovascular cases often involve
emergency care, imaging, electrocardiography, laboratory tests, long-term medical history and non-
cardiac differential diagnosis.

Multi-Agent Architecture for Cardiovascular Prediction
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Integrate outputs
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Figure 2. Schematic diagram of a general cardiovascular Al agent architecture: a coordinating agent
as the center connecting multiple types of subsystem agents

3.2. Key roles of AI agents in cardiovascular prediction
3.2.1. Multi-source data fusion and dynamic profile construction

One of the core capabilities of Al agents is to integrate heterogeneous medical data into dynamically
updated patient profiles. Kaushik constructed a unified multimodal learning framework that
integrates genomic variation, cardiac MRI, electrocardiogram waveforms, wearable streaming data
and structured EHR data to predict individualized CVD risk [16]. Nargesi developed an LLM-driven
Al agent that can retrieve information from multimodal data sources such as clinical notes,
electrocardiograms and echocardiograms to classify cardiovascular diseases [17].

3.2.2. In-depth mining of complex risk patterns

Traditional cardiovascular prediction models mainly assess risk based on predefined variables and
static algorithms. Although deep learning has improved the ability to capture non-linear
relationships, most models remain limited to specific tasks and process only a single form of data.
Al agents further expand this capability by actively integrating heterogeneous -clinical
information and performing dynamic reasoning across multiple data sources. In the field of
cardiovascular disease prediction, Al agents can simultaneously analyze electronic health records,
laboratory test results, electrocardiograms (ECG), cardiac imaging data, wearable sensor data,
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medication information and longitudinal follow-up data. Deep learning can discover hidden
cardiovascular disease patterns, while Al agents analyze these patterns against the background of
patients' clinical history, multimodal evidence and medical knowledge, thereby generating
interpretable and practically applicable prediction results. For example, Al ECG can identify the risk
of low ejection fraction, and clinicians can verify whether the result is consistent with symptoms,
previous history of heart failure, ultrasound findings and medication adjustments [10, 18].

3.2.3. Autonomous reasoning and clinical recommendation generation

The third role of Al agents is to convert prediction results into clinically readable recommendations.
Large language models have been proven to encode certain medical knowledge, and conversational
diagnostic Al also shows potential for interaction with patients and doctors. The ZODIAC
framework proposed by Zhou is an important progress in this direction—it is an LLM-driven multi-
agent collaboration framework that processes patients' multimodal data through the collaboration of
multiple specialized agents [19]. Li systematically evaluated the performance of six multimodal
large language models in ejection fraction prediction, view classification, aortic stenosis severity
assessment and cardiovascular disease classification, and found that domain-specific pre-training
and model adaptation are crucial for cardiovascular decision support [20].

3.3. Overall level and limitations of current applications

Currently, Al agents in cardiovascular prediction are still in the stage from proof of concept to early
clinical validation. Their advantages are mainly reflected in system integration, tool invocation,
explanation generation and evidence tracking, rather than single model metrics. The long-term
development of medical Al has expanded from single-point algorithms to the co-evolution of data,
knowledge, models and organizational processes [21]. Studies such as GeneGPT and MedCPT
demonstrate that domain tools and biomedical retrieval models can improve the ability of large
language models to access specialized knowledge [22, 23]. Research on clinical calculation tools
augmented with ChatGPT also shows that doctor-defined tools can improve performance in medical
calculation tasks [24].

Limitations cannot be ignored. First, LLMs exhibit identifiable gender bias and entrenched racial
bias in cardiovascular risk attribution [25, 26]. Second, the quality of explanations still requires
manual verification. The hallucination problem is particularly dangerous in medical texts [27].
Third, most cardiovascular Al models perform excellently in retrospective studies but are difficult to
generalize in prospective clinical settings [28, 29]. Fourth, the chain of responsibility in multi-agent
systems is unclear. If the coordinating agent integrates contradictory conclusions from multiple sub-
agents, clinical practice needs to know which step went wrong and how to correct it.

4. Safety challenges and countermeasures of Al agents in cardiovascular prediction
4.1. Classification of security threats

Al agents face a wider range of security risks than ordinary prediction models, up to seven
categories, as shown in Figure 3. The first category is input attacks. Adversarial example research
shows that neural networks can be misled by perturbations imperceptible to humans [30]. In
electrocardiogram, imaging or wearable device data, noise, device differences or malicious
tampering may all alter model outputs. The second category is prompt injection and instruction
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hijacking. Indirect prompt injection can inject malicious instructions into LLM-integrated
applications through web pages, documents or retrieved content, causing agents to ignore original
goals or leak information [31].

The third category is tool abuse and privilege escalation. If permission control is not strict, the
model may execute wrong commands, or even trigger action recommendations without doctor
authorization. The fourth category is hallucination and evidence mismatch. When evidence is
insufficient, agents may forcibly match irrelevant evidence, leading to wrong decisions [27]. The
fifth category is privacy attacks. Membership inference, model inversion and training data extraction
studies show that machine learning systems may leak training data or patient attributes. When agents
use clinical notes, imaging, electrocardiograms and long-term follow-up data, privacy risks increase
significantly [32, 33].

The sixth category is multi-agent error propagation. As agents reinforce each other's decisions,
errors may spread across the network. Since downstream decisions depend on upstream signals,
errors in subsequent Al models may amplify errors in earlier systems [34]. The seventh category is
supply chain risks. Contamination in any link—knowledge bases, model weights, prompt templates,
retrieval indexes, third-party APIs—may be amplified and spread to the entire application [35, 36].
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Figure 3. Distribution of seven types of security threats across input, model/prompt, tool,
knowledge, collaboration and output processes

4.2. Representative defense technologies and strategies

Defending against Al agent risks needs to be carried out in layers. The input layer should include
data validation, anomaly detection and source labeling. The TAZAI framework extends the zero-
trust principle to Al agents, covering identity authentication, context-aware policies and real-time
behavior monitoring [37]. The model layer can adopt adversarial training, calibration, external
validation and subgroup fairness analysis; interpretability methods such as LIME and SHAP can
help identify the main basis of model predictions [38, 39].

The tool layer requires the principle of least privilege. Agents should only call tools related to the
current task, and high-risk actions must be confirmed by humans. Code interpreters should be
sandboxed, clinical database queries should be audited, and the ability to write to EHR or generate
medical orders should be disabled by default [40]. The RAG layer should distinguish levels of
trusted sources, and label guidelines, textbooks, peer-reviewed papers, preprints and web
information. Citation verification should check whether retrieved fragments actually support the
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generated conclusions [41]. The MedCite framework adopts a hierarchical two-stage retrieval
strategy in medical question answering, prioritizing relevant documents [42]; the Biomed-R2
framework achieves patient-aligned retrieval and iterative evidence verification through two-stage
RAG [43]. These solutions all embody the idea of combining lexical recall with semantic re-ranking.

The privacy layer can adopt technologies such as federated learning and differential privacy.
Federated learning allows multiple institutions to train models without sharing original patient data
[44], and has been widely discussed in digital health and medical imaging [45-47]. Differential
privacy can reduce the risk of individual training samples being inferred [48], but may sacrifice
model accuracy. For cardiovascular agents, privacy-enhancing technologies should not only protect
the training phase, but also cover clinician feedback.

The governance layer requires documentation and reporting specifications. Work should follow
established reporting and evaluation guidelines, including frameworks such as TRIPOD+AI,
CONSORT-AI and DECIDE-AI. Although these frameworks are not specifically designed for Al
agents, they provide an important basis for transparent reporting of agent-based clinical systems.
Future extended versions are expected to incorporate agent-specific features, including autonomous
planning capabilities, tool wuse capabilities, memory functions, multi-agent collaboration
mechanisms and human supervision mechanisms.

4.3. Special safety and compliance requirements in cardiovascular prediction scenarios

The particularity of cardiovascular prediction scenarios lies in the time sensitivity and high
consequences of many tasks. In atrial fibrillation stroke risk assessment, wrong recommendations
may affect anticoagulation decisions [49]. Al agents bring new risks beyond traditional regulation.
Compliance should meet the following requirements: clear scope of application, product use should
be defined in the declaration, adequate human supervision, traceable evidence chain, auditable logs,
and continuous post-deployment monitoring. Current frameworks such as the FDA, the EU Al Act
and China's Opinions on the Standardized Application of Agents are evolving from static approval to
full-lifecycle dynamic governance, requiring developers to establish a compliance system
throughout design, operation and retirement.

5. Future development directions
5.1. Security gaps in long-term operation, multi-agent systems and the physical world

For cardiovascular agents oriented towards long-term management, it is necessary to simultaneously
address system drift caused by memory saturation and error accumulation [50]. The system needs to
track patient status, medication adjustments and risk changes, as well as limit error accumulation
during long-term operation. VeriGuard provides security guarantees for LLM agents through offline
formal verification and online runtime monitoring [51]. However, multi-agent collaboration still
requires clearer security protocols, otherwise the system may adopt harmful recommendations.

In terms of the physical world, wearable device errors, network delays and data tampering all
affect prediction [52]. Cybersecurity, device quality control and clinical risk management need to be
designed under the same framework.
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5.2. Lightweight interpretable architectures

Large model capabilities have an important impact on agent performance, but high-performance
models are often accompanied by high costs, difficulties in closed-source auditing and privacy
limitations. One of the future directions is to build lightweight interpretable architectures: smaller
specialized models are responsible for specific tasks. Studies show that Meissa, as a lightweight
medical language model, replicates advanced agent capabilities through trajectory distillation and
can run offline, reducing latency and enhancing privacy compared to cutting-edge models [53]. In
the cardiovascular field, lightweight heart sound classification models based on knowledge
distillation can be deployed on wearable devices to realize real-time monitoring and feedback for
patients with cardiovascular diseases [54].

5.3. Clinical validation pathways and human-agent collaboration evaluation

Clinical validation of AI agents should not stop at retrospective accuracy. More reasonable pathways
include technical validation, clinical expert evaluation, workflow simulation studies, and prospective
clinical trials or real-world studies, as shown in Figure 4. Evaluation indicators need to cover tool
selection, calculation accuracy, retrieval support rate, citation authenticity, explanation usability,
missed dangerous diagnoses, workflow efficiency, patient outcomes and adverse events [55-58].

Real-World Evidence
5 « Clinical Impact
« Patient Outcomes

Prospective Clinical Study
« Safety
« Effectiveness
+ Adverse Events

Workflow Simulation
3 « Human-Al Collaboration
+ Workflow Efficiency
« Error Detection

Expert Evaluation
2 + Cardiologist Review

+ Explainability

« Clinical Reliability

1 Technical Validation

+ Tool Selection + Calculation Accuracy * Retrieval Support « Citation Verification

Figure 4. Clinical validation evidence pyramid for Al agents from technical validation to prospective
clinical studies

Human-agent collaboration evaluation is particularly critical. Results from physician
collaboration with HeartAgent suggest that the optimal positioning of agents may be to augment
rather than replace physicians [59]. Future research should evaluate different collaboration modes,
and evaluation indicators should also include whether physicians over-rely on the system, whether
they can identify wrong recommendations, whether patients understand risks, and whether the
system changes doctor-patient communication. The value of Al agents in cardiovascular prediction
can only be fully demonstrated when technical indicators, clinical behavior and patient outcomes
improve simultaneously.
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In addition to model performance and privacy technologies, the translation of cardiovascular Al
agents also depends on regulatory approval, standardization and payment responsibility
arrangements. At the regulatory level, evaluation should not be based solely on a single algorithm,
but should combine the characteristics of "software as a medical device" and clinical decision
support systems to clarify the scope of application, risk level, modifiable boundaries and human
supervision requirements. For systems that can dynamically retrieve, invoke tools or generate
recommendations, it is also necessary to specify re-verification trigger conditions after updates to
knowledge bases, prompt templates, tool versions and model iterations.

In terms of standardization, the AHA Scientific Advisory recommends dividing Al evaluation into
three stages: pre-deployment, implementation and post-deployment, and emphasizes local
validation, bias assessment and post-deployment monitoring [60]. Subsequent efforts are needed to
unify task classification, input data quality standards, tool invocation logs, RAG evidence chains,
failure mode reports and monitoring indicators, so that different institutions can compare
performance and trace responsibilities.

In terms of payment and insurance, the Belgian Society of Cardiology has proposed Al
reimbursement strategies in the cardiovascular field [61]. However, agent systems still need to
answer three questions: whether their assistance constitutes necessary diagnostic and treatment
support, which scenarios can be included in reimbursement, and how to divide responsibilities
between system recommendations and the physician's final decision.

Approval frameworks, technical standards, responsibility attribution and payment mechanisms
need to mature together. Only when these conditions are gradually met can cardiovascular Al agents
move from research prototypes to a sustainable clinical service system.

The evolution of cardiovascular prediction models reflects the transformation of medical Al from
tools to systems: early stages saw statistical scoring with a small number of variables, followed by
machine learning for high-dimensional clinical data, and then deep learning using ECG, imaging,
EHR and multimodal inputs. Al agents represent a new system layer. They can organize risk models,
clinical calculators, deep learning modules, medical knowledge bases, RAG, tool invocation and
human-computer interaction, so that prediction no longer stays at "giving a score", but further
extends to situational understanding, tool selection, evidence explanation and collaborative decision-
making.

However, agentification is not inherently equivalent to safety or reliability. Cardiovascular
prediction has the characteristics of high risk, high time sensitivity and strong compliance. Prompt
injection, hallucination, privacy leakage, tool misuse or multi-agent error propagation may all affect
clinical decision-making. The future focus is to connect the auditability of traditional models, the
pattern recognition capabilities of machine learning and deep learning, the tool-based reasoning
capabilities of agents, and clinical governance rules, rather than making a simple trade-off between
traditional models and agent systems. Only when privacy protection, human supervision,
prospective validation and post-deployment monitoring are sufficient can Al agents become a
reliable component in cardiovascular prediction clinical practice.
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